Safeguarding personally identifiable information (PII) is crucial because such information is increasingly used to engineer privacy attacks, identity thefts and security breaches. But is it likely that individuals may choose to just share this information with strangers? This study examines how reciprocation can lead to the disclosure of PII between strangers in online social networking. We demonstrate that the widespread use of public, one-to-many, communication channels such as ‘wall posts’ and profile pages in online social networks poses an exception to the assumption that reciprocation happens on one-to-one channels. We find that individuals not only reciprocate and share PII when the disclosure of such information is private and directed towards them by a stranger, but also when the stranger shares this information through a public channel that is not directed towards anyone in particular. Implications for privacy and design are discussed.

RESEARCH HIGHLIGHTS

- We examine reciprocation in the disclosure of personally identifiable information instead of overall ‘self-disclosure’.
- This is in the context of interactions with strangers in online social networks.
- Individuals were more likely to disclose information when reciprocating.
- Reciprocation held irrespective of disclosure channel (i.e. public or private).

Keywords: Social aspects of security and privacy; personally identifiable information; self-disclosure; social networks (social computing); social engineering attacks

1. INTRODUCTION

Individuals are increasingly turning to online social networks to draw support in their day-to-day activities and pursuits. These sites range from support groups for smoking cessation (Cobb et al., 2010) and weight loss (Hwang et al., 2010) to travel and accommodation (Lauterbach et al., 2009) and language learning (Harrison and Thomas, 2009). Individuals often tend to disclose information about themselves to each other in these interaction settings. Indeed, mutual disclosure of personal information facilitates the development of trust and bonding between individuals. However, such disclosures can also be potentially drawn and exploited by malicious parties attempting to carry out a social engineering attack.

With the increasing adoption of online social networks, and the increasing sophistication of social engineering attacks, an important research challenge is to develop an understanding of how social mechanisms and norms can be exploited for potential attacks. Such an understanding is crucial for the designers of social networking sites in order to foresee these potential attacks and put design mechanisms in place to prevent them.

In this paper, we focus on a social norm that is crucial for the understanding of information disclosure in a social network
Through the study, we demonstrate how the norm of reciprocity can be exploited by malicious parties to draw PII from unsuspecting users (Sections 4 and 5). We go on to discuss how these results enhance our prior understanding of reciprocation and how it can be exploited for social engineering attacks. We discuss the implications for the design of social networking systems that can foresee and prevent such attacks with appropriate mechanisms in place (Section 6).

Finally, we outline the limitations of this work and the ground that it sets for future work to explore (Section 7).

2. BACKGROUND

2.1. Phishing, social engineering attacks and PII

A deliberate intrusion into, by unjust means, or exploitation of an individual’s information or credentials in an online context is referred to as an attack. As a hypothetical example, in a privacy attack an employer might covertly intrude into a potential employee’s online social network in order to draw information for a ‘background check’, thus causing a violation of her privacy. The term attack can also be used while referring to the methodology used to carry out the intrusion, such as a phishing attack or a social engineering attack. A phishing attack is one in which the attacker attempts to con a victim into divulging personal information using spoofed emails and fraudulent websites. Rather than exploiting bugs in computer software, in a phishing attack the attackers attempt to directly extract sensitive information from a victim by posing as a legitimate source (Downs et al., 2007). Direct phishing-related losses to US financial institutions have been estimated at over a billion dollars per year (Emigh, 2005). Thus, phishing poses a significant challenge to online security.

A particularly effective form of phishing, known as spear phishing or social engineering attacks, involves personalized messages incorporating elements of context (O’Brien, 2005). Literature on phishing suggests that users are aware that they need to protect their computer from problems like malware, but are less aware of social engineering attacks aimed at eliciting information directly from them (Downs et al., 2006).

It has been suggested that as phishers get smarter, future generations of phishing attacks will incorporate more elements of context to become more effective (Jagatic et al., 2007). For an attacker to incorporate these elements of context in an attack, an important first step would be to obtain a user’s PII. PII can be defined as information that can be used to distinguish or trace an individual’s identity either alone or when combined with other information that is linkable to a specific individual (Krishnamurthy and Wills, 2009). This includes information that can by itself uniquely trace an individual’s identity such as complete name, social security number or biometric records, or in combination with other data such as date of birth or mother’s maiden name (Johnson, 2007). PII research has shown that individual pieces of personal information, when linked together from different sources, can be surprisingly accurate in identifying an individual. For example, a study by Acquisti and Gross (2009) demonstrates that people’s social security numbers can be predicted based on other pieces of data such as birth date and birth location. Another well-known result in linking pieces of PII is that most Americans (87%) can be uniquely identified from a birth date, five-digit zip code and gender (Malin, 2005).
Thus, safeguarding PII is crucial because such information can be used to engineer privacy attacks and identity thefts (Moyer and Hamiel, 2008). Moreover, certain websites such as banks require users to enter their date of birth along with account information such as the credit card number as a fallback authentication mechanism when they forget their password (Rabkin, 2008). Hence, such PII can be potentially misused by malicious parties to gain access to users’ accounts. Therefore, an important research challenge is to develop an understanding of how social mechanisms can be potentially exploited for attacks that attempt to extract PII from unsuspecting users. With such an understanding, we can foresee these potential attacks and enable the designers of these systems to put mechanisms in place that prevent them.

2.2. Online disclosure and reciprocity

There is a significant body of work on understanding the disclosure of a wide array of information about oneself, ranging from biographical data to more intimate information such as opinions, beliefs and fears (e.g. Archer and Berg, 1978; Collins and Miller, 1994). This research has mostly been clumped together under the term ‘self-disclosure’. Self-disclosure has been defined as any personal information that a person communicates to another (Altman and Taylor, 1973; Collins and Miller, 1994) and it builds trust by making the disclosing increasingly vulnerable to the other person (Rubin, 1975). Altman and Taylor (1973) categorize self-disclosure into three layers: peripheral (biographical data, age, etc.), intermediate (attitudes, values, opinions, etc.) and core (personal, beliefs, needs, fears and values).

The reciprocity effect (Gouldner, 1960) has been widely reported in the self-disclosure literature (e.g. Archer and Berg, 1978; Collins and Miller, 1994). People seem to give back more, and more intimate information depending on the amount and kind of information received. Further, it has been shown that people who disclose more tend to be liked more and people disclose more to those they initially like (Collins and Miller, 1994). However, the nature of the relationship between individuals is an important factor. For example, the obligation to reciprocate disclosure may be stronger between strangers than between friends (Derlega and Chaikin, 1975, p.50). Self-disclosure has been used as a tactical means to elicit information, such as in police interrogation of suspects (Alison et al., 2007).

Online disclosure may not involve certain vulnerabilities associated with offline disclosures, due to the relative anonymity and the ability to control which matters one wishes to reveal (Ben-Ze’ev, 2003). Hence, people seem to disclose more intimate information in Internet relationships (Parks and Floyd, 1996). Joinson and Paine (2007) remark that the relationship between self-disclosure and privacy is paradoxical—privacy is a prerequisite for disclosure, yet the process of disclosure serves to reduce privacy. On examination of prior work such as the above, we can infer that the lack of PII (which is implied by anonymity) facilitates the disclosure of more subjective information such as fear, desire and personal shortcomings in online interactions. Hence, PII is distinctly different from more subjective personal information when it comes to individuals’ needs to share such information. Yet, to our knowledge, prior work on self-disclosure and the reciprocity of self-disclosure has largely failed to make an explicit separation of PII in examining the disclosure of information about oneself. This type of disclosure is, effectively, a disclosure of identity.

There is also a body of recent work in HCI examining the extent to which individuals disclose personal information, and the methods and strategies adopted by them to manage these disclosures. An early study of Facebook showed that the majority of users disclosed PII on their profile pages (Gross and Acquisti, 2005). In addition, there is often a discrepancy between people’s privacy attitudes towards sharing information and their actual sharing patterns (Acquisti and Gross, 2006; Norberg et al., 2007, Reynolds et al., 2011). This behaviour has been termed the ‘privacy paradox’. For instance, a study revealed a high discrepancy between stated concerns and actual behaviour towards sharing profile information on Facebook (Acquisti and Gross, 2006). Privacy regulation in social networking sites can be considered a socio-technical activity involving interaction with the technological system and the group context. Individuals’ privacy behaviour in such systems involves a mixture of technical and mental strategies. For instance, a technical strategy may involve the use of privacy settings to regulate content distribution to select audiences, such as only friends in the system (Stutzman and Kramer-Duffield, 2010), while research has also shown that considering tie strength can be another strategy for developing rules for disclosure (Wellman and Wortley, 1990). Complex group dynamics also play a role in how individuals share information. For example, individuals who occupy more central positions, in terms of the structure of the social network, tend to reveal more information (Kostakos et al., 2011).

A large part of the work in HCI such as the above are in social network sites that are primarily concerned with people who already know each other, and use the Internet as one way of keeping their existing social connections alive (Boyd and Ellison, 2007). While this is not surprising given that social networks such as Facebook are among the most accessed websites, there exist other important and popular social networking services in which, due to their nature and purpose, interactions can occur between strangers and often between different cultures and regions (Harrison and Thomas, 2009). These contexts of online social interaction have been largely unexplored in the HCI literature. The online social network Livemocha, with over 9 million users as of the time of writing this manuscript, is an example of such a social network where interactions are typically between strangers. Thus, what can be termed as self-disclosure in such a context can be very different from that on sites such as Facebook, as self-disclosure is not merely characterized by the information that is shared, but also...
by the context of the interaction (Antaki et al., 2005). Moreover, sites such as Livemocha, unlike Facebook, have relatively rudimentary mechanisms for managing the level of exposure, ruling out privacy management strategies such as restricting access to only friends (Stutzman and Kramer-Duffield, 2010) or ‘narrowcasting’ each post only to the audience for which it is intended (Goncalves et al., 2013).

The reciprocity effect in ‘self-disclosure’ has been previously reported in online media. For example, one study observed such reciprocity in online forums where ‘self-disclosure’ was measured by adding together instances of disclosures of facts, thoughts and feelings about oneself (Barak and Gluck-Ofri, 2007). There has also been recent work on understanding public disclosures. For example, on Facebook, disclosure shared privately is perceived to be more intimate than disclosure shared publicly (Bazarova, 2012a,b). However, no work to our knowledge has specifically examined the reciprocity of PII disclosure, and such reciprocity in the context of broadcast disclosures.

The study described next examines reciprocity in the context of disclosing PII to strangers in online social networks. More specifically, it examines the effect of reciprocity in the disclosure of one’s full name and date of birth with strangers in an online social network, both in a one-to-one and one-to-many context.

3. HYPOTHESES

Previous work suggests that people tend to reciprocate the act of disclosing a broad range of information about themselves (Joinson and Paine, 2007). Thus, in the context of online social networks, individuals may be more likely to disclose PII if they do so in reciprocation. This reasoning provides grounds for the first experimental hypothesis:

H1: Individuals are more likely to reveal PII with a stranger in an online social network when reciprocating.

While previous work has reported the reciprocity effect with respect to a range of social exchanges where the initial disclosure is personal and one-to-one, this does not provide us with any grounds to hypothesize whether reciprocity can come to play when the initial disclosure is public and one-to-many. In other words, if a stranger posts his full name and date of birth on his public profile page, and then requests from another user her full name and date of birth, does this bring into play a norm of reciprocity that makes the user more likely to reveal this information? There are no clear grounds for us to suspect that such a request is as likely to result in compliance as in the case in which the stranger shares personal identification in a one-to-one message directed to the target user. This leads us to the second hypothesis:

H2: Individuals given PII in a one-to-many interaction are less likely to reveal this information than those who are given this information in a one-to-one interaction.

In other words, H2 hypothesizes that such a reciprocity norm only holds in situations where the initial disclosure is one-to-one and directed to an individual.

4. METHOD

It is methodologically challenging to capture behaviours of users with regard to disclosure of PII in technology-mediated interactions, in a realistic manner and setting. Previous work has identified a discrepancy between people’s attitudes and stated preference towards sharing information and their actual behaviour (Acquisti and Gross, 2006; Norberg et al., 2007). Thus, in order to preserve the authenticity of the setting and the validity of our results, we adopted a method to directly observe users’ behaviour, as followed by (Jagatic et al., 2007).

Asking participants for informed consent would nullify our experiment. Thus, we opted to obtain implicit consent by giving participants an opportunity to respond (or not) to messages we sent them, and then fully debriefed and rewarded all participants at the end of the study. All participants were rewarded within the context of the social network we study, a community-based language learning website, by offering them help in language learning and providing feedback on their language exercises. An alternative approach would be to ask potential participants for informed consent for a fictional study, and then introduce our experimental stimulus. We felt this was inappropriate in our study because it may affect our results due to participants being suspicious, while at the same time it would involve lying to participants in a public online setting that could impose further stress on them.

4.1. Study design overview

We designed a study in order to test our two hypotheses. The study involved sending a message from an experimental profile to individuals in an online social network, attempting to elicit their full name and date of birth. The online social network chosen, Livemocha, is one in which interactions are typically between strangers. Owing to this, these pieces of information were to an extent privacy sensitive in the context of the social network. These target individuals from whom we attempted to elicit information were allocated to one of three conditions, and the condition determined the manner in which we attempted to elicit this information. In condition A, the experimental profile did not divulge his own full name or date of birth in his messages. This was the control condition. In condition B, the experimental profile divulged his own full name and date of birth in his messages. Hence, condition B served to test hypothesis H1. In condition C, the experimental profile did not divulge his own full name or date of birth in his private messages, but had posted
this information on his public profile page. Hence, condition C was used to test hypothesis H2.

The study was conducted on Livemocha, an online social network for language learning, with over 9 million registered users as of the time of writing this manuscript. For each language listed on the website, there are written exercises that involve writing a small paragraph in that language. A user learning a particular language can complete these exercises, and users who are speakers of that language can provide feedback on these exercises. To encourage participation, the website allows users to become ‘friends’, send private messages and chat with each other.

Each Livemocha user has a profile page where they can upload a profile picture, write a description and share other details about themselves such as age and location. Most people choose to upload a profile picture. Since most of the social interaction is initiated around the submission and correction of exercises, interactions on Livemocha are often between individuals from different cultures or countries, who typically have not met each other before. All profiles are visible to all users, and there are no detailed privacy mechanisms to obscure parts of one’s profile to certain individuals.

Compared with Facebook, Livemocha is a much more ‘low-tech’ website. It lacks the dynamic interface elements found on Facebook, does not have rich media capabilities or search capabilities, and is particularly tuned to one purpose: learning languages. The benefit of this approach is that profile information and privacy settings are very explicit and easy to understand, unlike in Facebook where users often complain about not being able to understand who can see their information.

While Livemocha does not have complicated privacy mechanisms, like in Facebook, it does have certain mechanisms to help users determine credibility. For each profile, one can see the date of registration, indicating whether a user has just registered or is a seasoned veteran. In addition, users get points as a reward for being active on the site. For instance, users are awarded points when correcting an exercise submitted by another user. The total points are also visible for each profile, thus indicating the extent to which a user is a ‘good citizen’ on the site.

4.2. Study procedure

Our first step was to crawl 26,000 randomly selected, publicly available profiles on Livemocha, using the profiles’ unique identifier as the random seed. Analysis of these data indicated to us that the most popular native language on the website was Portuguese. This led us to decide to target Brazilian Portuguese speakers, as their large presence was expected to speed up data collection. In addition, we found that, for every English speaker learning Portuguese, there were 22 Portuguese speakers learning English. This mismatch between Portuguese and English speakers suggested that if our experimental profiles spoke English, then users with complementary skills and needs are most likely to respond.

Following this initial analysis, we next created experimental profiles in Livemocha that were listed as Indian males who were English speakers. Details such as gender and nationality were identical across all the experimental profiles in order to keep results comparable between them. Each experimental profile submitted a beginner-level written exercise in Brazilian Portuguese that consisted of two simple sentences with a few simple grammatical errors. We designed the exercise submission, with the help of native speakers, to be extremely easy to correct, in order to minimize the effort that the participants would invest in our study. Subsequently, we waited for speakers of Brazilian Portuguese to provide feedback on this exercise.

Once Livemocha users responded to the exercises submitted by our experimental profiles, we sent messages from the respective experimental profile to those users, attempting to elicit their full name and date of birth. This request was made under the pretext of interest in understanding their culture (Table 1). Once users responded to this message, they were briefed about the study being conducted, via a profile belonging to one of the researchers.

<table>
<thead>
<tr>
<th>Messages used in condition B</th>
<th>Messages used in conditions A and C</th>
</tr>
</thead>
<tbody>
<tr>
<td>Thanks a lot for correcting my exercise</td>
<td>Thanks a lot for correcting my exercise</td>
</tr>
<tr>
<td>I am very interested in learning about Brazilian culture. In my town in India people use their father’s name as their surname.</td>
<td>I am very interested in learning about Brazilian culture. In my town in India people use their father’s name as their surname.</td>
</tr>
<tr>
<td>So my full name is ‘Ashok Mohan’ where Ashok is my name and Mohan is my father’s name</td>
<td>So if you saw a name like ‘Vinay Mohan’, Vinay is the guy’s name and Mohan is actually his father’s name</td>
</tr>
<tr>
<td>How is it in Brazil?</td>
<td>How is it in Brazil?</td>
</tr>
<tr>
<td>There are some amusing things about Indian culture. For example, I was born on 2 November in 1982, and I am considered lucky because it was the birth anniversary of a god named Krishna.</td>
<td>There are some amusing things about Indian culture. For example, I have a friend who was born on 2 November in 1982, and he is considered lucky because it was the birth anniversary of a god named Krishna.</td>
</tr>
<tr>
<td>When were you born? Is your date of birth special in any way?</td>
<td>When were you born? Is your date of birth special in any way?</td>
</tr>
</tbody>
</table>
6

Figure 1. Screenshot of the information provided on the profile page of an experimental profile used in condition C. Experimental profiles used for conditions A and B were identical except that the description field (with full name and date of birth) was blank.

The study ran between February and June 2011. A total of 10 experimental profiles were created (4 for condition C and 6 for conditions A and B together). Participants were allocated to condition A or B based on the alternating order of time at which they provided feedback to the exercise submitted by the experimental profiles used for these conditions. Since condition C required the experimental profile to have additional information in the profile page, the experimental profiles used in this condition were minimally different from those used in conditions A and B (Fig. 1). Each experimental profile was used only once to submit an exercise and subsequently message those users who provided feedback to the exercise. This was done to keep to a minimum the ‘activity’ level of experimental profiles, as that can introduce changes across profiles. Therefore, all experimental profiles were newly registered and had uniformly low credibility in terms of user points and teacher points awarded by the Livemocha system automatically.

A total of 99 participants provided feedback to the exercises submitted by the experimental profiles and each participant was subsequently messaged. One participant provided feedback to the exercise of two experimental profiles, and these data were discarded. The total participants were 35 (12 male) in condition A, 34 (18 male) in condition B and 30 (11 male) in condition C.

For each participant, we recorded: age, the date of joining Livemocha, gender, ‘user points’ and ‘teacher points’ as reported by Livemocha. The user points reflect the extent of the total activity of the user on the website which includes completing lessons, submitting exercises and submitting feedback on other users’ exercises. The teacher points the extent of the user’s activity on the website in terms of the feedback he or she has provided on others’ exercises. Age and gender were optional data that the participants could fill in. Seventy-four out of the 99 participants listed their age (mean 29.25, s.d. 11.5, median 26.5) on their profile page.

A total of 59 (28 male) participants responded to the message from the experimental profile. We refer to these participants as ‘respondents’. Forty-three of these respondents had listed their age (mean 28.7, s.d. 10.25, median 26).

5. RESULTS

A binary logistic regression test examining the decision to reply or not to the bait message (sent by the experimental profile) did not result in significance for any of the variables recorded: condition, age, gender, user points, teacher score ($P > 0.05$).

Subsequently, we analysed the effect of various variables on whether respondents revealed information pertaining to both kinds of PII that the experimental profile attempted to elicit from them, i.e. name and date of birth. More specifically, we consider that a participant has disclosed his full name if he mentions it in his message to the experimental profile and this mentioned name consists at least of two distinct parts (i.e. the participant mentions a first name and a last name).

When it comes to date of birth information, certain participants disclosed their birthday to the experimental profile, while certain participants, in addition to their birthday, also mentioned their year of birth. On the other hand, the year of birth of many participants could easily be inferred, given the large number of participants who mentioned their age on their profile page (75 out of 99). Therefore, it is not clear whether those who mentioned only their birthday did so with an intention to hide their year of birth or did so because it was not relevant to the significance of birth dates in Brazilian culture. Hence, for date of birth information, we consider whether a participant disclosed their birthday (not accounting for whether they revealed their year of birth) to the experimental profile.

5.1. Effect of different variables on disclosure

Participants from conditions B and C (52 and 50%, respectively) were equally likely to reveal their full name and birthday, followed by those in condition A (15%) (Fig. 2). The complete results are summarized in Table 2.
We conducted a hierarchical logistic regression to analyse the effect of various variables on whether respondents revealed both their full name and birthday. For our response variable in the regression, we gave ‘Revealed full name and birthday’ responses a value of 1 and ‘Did not reveal full name and birthday’ a value of 0. Our primary objective was to examine the effect of our experimental manipulation, i.e. the differences between the conditions. Therefore, for our main explanatory variable we used the condition to which respondents belonged.

In addition, we also incorporated the age, gender, time on the website, user points and teacher points as explanatory variables. Incrementally adding blocks of variables to the model allowed us to examine whether the newly incorporated variables provided improved prediction ability over the preceding model. However, given our sample size, we must interpret the results pertaining to these additional variables with caution. The primary objective and contribution of this work is to examine the effect of the experimental manipulation across the three conditions, and further variables are examined only to draw additional insights into disclosure patterns.

Table 3 shows the parameters for the logistic regression and our resulting analytical model of sharing decisions. In the first stage of our model, we examined if the condition in which the participants were allocated affected their decision to reveal their full name and birthday. The results showed that the condition to which the participants belonged offered significant predictive power to our model (\( P < 0.01 \)). The model also included a significant negative constant (intercept) component (\( B = -1.73, P < 0.01 \)), indicating that by default our participants did not exhibit an inclination to reveal their full name and birthday unless other variables motivated them to do so. A likelihood ratio test showed that the improvement of this model over the null model was statistically significant (\( \chi^2(2) = 8.43, P < 0.05 \)).

In the second stage of our model, we examined if participants’ demographics could account for any variation in their choice to reveal their full name and birthday. We found that age and gender did not offer significant influence (\( P > 0.05 \)) within our model, and were hence removed from the subsequent stage.

In the third stage of our model, we examined if respondents’ experience of using the website affected their decision to reveal their full name and birthday. The teacher points variable was not included in this equation as it had a high correlation with the user points variable (Pearson’s correlation = 0.88, \( P < 0.001 \)). The results show that the time since people registered on the website or their user points did not significantly affect their decision to reveal this information (\( P > 0.05 \)). Figure 3 also illustrates that user points had no effect.

Since we did show the age of experimental profiles used in condition C on the profile page, we checked for the effect of this on participants’ disclosure. To avoid suspicion, we had varied the age reported on the profile page of these experimental profiles. We reported the age of the four experimental profiles used in this condition as 28, 28, 29 and 21, respectively. The experimental profile with age 21 had the highest rate of respondents who disclosed this information (4 out of 4), but the ages of these respondents greatly varied (17, 35, 60 and 33). However, the effect of the experimental profiles’ age on
whether participants revealed their full name and birthday was not significant ($\chi^2(6) = 8.0, P = 0.24$). Profiles in condition B too revealed their age in the private message, but this was constant in all messages sent by experimental profiles in this condition (28 years).

We also examined the effect of various variables on whether participants mentioned their full name and complete date of birth, including year of birth, in their message to the experimental profile. A binary logistic regression showed no statistically significant difference between conditions A and C in this analysis ($P > 0.05$), although participants in condition B were significantly more likely to mention this information ($P < 0.05$). As in the analysis of the disclosure of full name and birthday (not accounting for year of birth), gender, age or experience on the website did not have any significant effect on the likelihood of participants revealing this information.

5.2. Qualitative information in responses and follow-up questions

We received responses in both English and Portuguese across participants. Some participants mentioned that they had used an online translation tool since they were not good at English. One respondent from condition A asked for the birthday of the experimental profile:

I was born on <date removed> ... How about you? When is your birthday?

Some respondents did not divulge their own name but gave examples instead. Instances of these were found in all three conditions. For example, one participant wrote:

Let’s imagine my mother’s name is <name removed>, and the name of my father is <name removed> ... the child’s name might look like <name removed>.

Some participants merely explained how the full name is derived from the mother’s and father’s names without giving an example. Some responses to mentioning their name and date of birth were brief and to the point, while others were elaborate. While the text in most messages pertained to the explanation of names and the significance of dates of birth, some respondents divulged other details such as interests and employment.

Overall, responses from conditions B and C tended to be longer (mean 130 words (s.d. 90) and mean 115 words (s.d. 72), respectively) than those from condition A (mean 102 words (s.d. 61)).

At the end of the study, all participants (including those who did not respond to the message of the experimental profile) were informed about the study being conducted. We apologized for needing to have communicated with them through an experimental profile, and explained why it was necessary for us to have done that in order to observe responses in a valid manner. As a gesture of appreciation, we offered them help with their English exercises. We were interested in understanding better their behaviour with the experimental profile, and seven users offered give us further feedback through an optional questionnaire. Five of these users had responded to the experimental profile’s message while two had not. From this feedback, we learnt that all were active users of other social networks such as Facebook and Orkut, and some had used Internet banking and made online transactions. Thus, this subset of participants were to an extent seasoned users of the Internet.

Overall these participants initially felt that there was some genuineness in the experimental profile’s interest in Brazilian culture. They found it interesting for an outsider to be interested in their culture, and wanted to help such a person in learning about it. When asked why they did or did not share their full name or date of birth with the experimental profile, one of the users wrote that she was tricked by the ‘complete casualness’ of the message into sharing her details. Finally, those who shared any information with the experimental profile reported to have shared accurate information.

6. DISCUSSION

Our results show that users were much more likely to reveal their full name and date of birth when the experimental
profile revealed his own. This suggests that individuals tend to reciprocate the act of sharing PII (more specifically full name and date of birth information), confirming hypothesis H1.

On the other hand, individuals who could see the full name and date of birth information of the experimental profile on his public profile page were more likely to reveal their information than those who were not given this information. Since condition C was identical to A in terms of the message received by the user, the only factor that can explain the significant difference in the disclosures in this condition is that these users subsequently went to the profile page of the experimental profile and saw the additional information posted there. As a result of seeing additional details posted on the profile page, these users were more willing to share their details.

Moreover, there was no difference between conditions B and C when it came to disclosure of full name and birthday, leading us to reject H2. That is, participants were equally willing to reveal this information irrespective of whether the experimental profile shared his information in a private message or in a broadcast manner. This provides evidence that the reciprocity norm implied by H1 also applies to the case where the initial disclosure is one-to-many.

6.1. The norm of reciprocity

This paper set out to address two fundamental questions with regard to the sharing of PII with strangers in an online social network. The first is whether individuals reciprocate the sharing of such information. Our results indicate that the answer to this question is yes. This is in agreement with prior work on ‘self-disclosure’ taken as a disclosure of a broad range of personal information (e.g. Barak and Gluck-Ofri, 2007).

More surprisingly, however, is the finding that the reciprocation occurs even when the information is broadcast, such as through a public profile page, where it is not directed at a particular user. This is especially interesting in the light of recent findings that public disclosures on Facebook were perceived less intimate than private disclosures (Bazarova, 2012a,b). Our findings suggest that in stranger interactions, there might be no difference between public and private disclosures of personal identifiable information in terms of willingness to reciprocate such disclosures.

It must be noted that the users who were sent a message had all first provided feedback on an exercise submitted by the experimental profile. This was done in order to increase the rate of response to the messages. In addition, the fact that users might have perceived the experimental profile to be able to help them with learning English might have increased response rates overall. Consequently, the reciprocation that we have observed is over and above these effects. However, since these factors apply equally to all three conditions, the conclusions drawn from our results remain valid.

The simplest interpretation of our results is that the sharing of the full name and date of birth affected the compliance of the recipient when it came to revealing his own full name and date of birth because the recipient felt obligated to reciprocate the act. By sharing PII, an individual communicates a certain degree of trust on the recipient, and it is an unspoken obligation of the recipient to reciprocate this act of trust when required to do so (Derlega and Chaikin, 1975). Hence, the reciprocity of disclosing PII can also be viewed fundamentally as a reciprocity of a display of trust. Interestingly, this display of trust can be towards a group or community of people as a whole and the norm of reciprocity still holds when an explicit request is made to an individual from this group.

6.2. Effects beyond reciprocity

Even though a reciprocity norm is a plausible explanation for the increased compliance observed in our results, one cannot rule out other causes. We next discuss possible alternative explanations for the results we have obtained, and show whether or not they are plausible. While the following list is not meant to be exhaustive, we believe these are the most important alternative factors that can explain the observed results.

Credibility: It can be hypothesized that the act of revealing their full name and date of birth made the experimental profile seem more credible. Therefore, using credibility as a guiding concern (e.g. Andrade et al., 2002), respondents showed increased compliance in conditions B and C. However, we argue that if credibility was indeed the guiding concern, all conditions would have observed a low level of compliance. This is due to the fact that their credibility was actually quite low: all profiles were newly created, with extremely low user points and teacher points, indicating a person who is not an active or trusted member of the community. Hence, we can rule out credibility as the guiding concern of respondents, as they all responded to overall low-credibility profiles.

Imitation: Studies have shown that humans have a tendency to imitate the behaviour of others (e.g. Meltzoff and Moore, 1977). Along similar lines, it is plausible that respondents in conditions A and B tended to replicate the behaviour of the experimental profile in their response by hiding or disclosing their full name and date of birth in their message. However, this hypothesis does not account for the behaviour of respondents in condition C. If these respondents were simply imitating, then they should not be more likely to disclose their details than respondents in condition A, since the message they received was identical in both conditions. On the other hand, imitation might partially explain why participants in condition B were more likely to explicitly mention their year of birth in the message, since the experimental profile mentioned his year of birth in the message too. Participants in condition C, however, were possibly less disposed to do so, as year of birth was probably irrelevant to explaining the significance of their birthday, and the experimental profile himself did not mention his own year of birth in his message. Nevertheless, while imitation might possibly explain the difference between conditions B and C in
terms of disclosure of year of birth, it does not fully explain our results.

Liking: Research has shown a link between ‘self-disclosure’ and liking, which can in turn lead to self-disclosure in return (Collins and Miller, 1994). Here, the motivation for disclosure is not a feeling of obligation. Rather, this explanation posits that because in conditions B and C the experimental profiles shared personal information, respondents felt they like this profile. As a result, they chose to also share their personal details. While we cannot completely rule out this hypothesis, there is evidence against it. Primarily, all profiles were mostly identical: the nationality, gender and approximate age of the experimental profiles were identical, therefore equally contributing to a respondent’s liking of the profile. It is true that in conditions B and C the profile shared a date of birth, which may have had an impact on respondents’ liking of the profile. While we cannot rule it out, this explanation asserts that the reciprocity effect we have observed is indirect. In either case, the impact of our experimental manipulation is existent, whether direct or indirect.

Erroneous norm-inference: Visibility of actions allows individuals to observe others’ behaviour and infer social norms (Erickson and Kellog, 2000). Thus, the experimental profile publicly revealing his personal information might have suggested to new users that sharing such information is a norm on the website. As a result, respondents in condition C might have been more willing to share this information. However, the data suggest that this is not the case. First, our observations showed that sharing such private information is in fact not a norm on this website. However, one might expect that new users may not be aware of this, and could potentially be ‘tricked’ into believing this behaviour is a norm. It is also possible that technology savviness and prior experience with the web may have a role to play in this. While we do not have data for technology savviness or overall web usage in our sample, our analysis of experience on the website (time since registration, teacher points, user points) showed no relationship with whether users shared their information. While we caution the reader to interpret with care the results from variables in addition to our experimental conditions, at least within our sample respondents who shared their information were at various levels of experience on the website. This can also be visually verified by Fig. 3—the dots representing users in condition C appear across the range of user point values. Hence, this explanation is unlikely to explain our results.

6.3. Implications for privacy

The experiment described in this paper demonstrates the vulnerability of users against attempts to trick them into revealing information by exploiting this social norm. Inferring or linking personal information such as that obtained in the current study would typically be an important first step in a malicious party’s attempt to exploit a user. For example, the malicious party might use elements of context inferred from the site such as the user’s interest in learning a language or the people that the individual has friended in the social network. The unsuspecting user might then be sent a spam message or email incorporating these elements of context on his birthday for an advertisement of a language learning product or even a link to a virus. Such context-aware spam messages are known to have higher click-through rates (Brown et al., 2008) and are thus likelier to trick the user.

With people increasingly interacting with strangers on various social networking platforms, there is a need for mechanisms to help them identify such attackers apart from genuine users. Exploiting social norms and trust is a well-understood mechanism for social engineering attacks (Jagatic et al., 2007). What our results show, however, is that whereas such attacks were targeted in a one-on-one fashion, users are also vulnerable to easier and cheaper one-to-many attacks.

While systems must support the development of ties between individuals, and mutual disclosure of personal information is an integral element of such a bonding process, it is important to distinguish between genuine individuals forming a relationship and malicious parties. The challenge is then to provide mechanisms that help users identify such malicious parties in a manner that does not hinder the sharing of information between genuine users.

In looking for a solution to this problem, we might take inspiration from the theory of social translucence (Erickson and Kellog, 2000). The authors of that work suggest that making certain activity or information visible (‘translucence’) to relevant individuals can cause those directly involved to act differently. It does so through supporting mutual awareness among all individuals (‘they know that others know’) and this brings our social rules into play and therefore a sense of accountability on the part of those who are acting. Clearly, there is a tension between visibility and privacy, and the goal is not to take away the privacy of the environment but rather to understand that privacy simply supports certain types of behaviour and inhibits others. Drawing from this idea, one solution to protect users from such attacks would be to provide a public communication channel for each profile, similar to the Facebook ‘wall’. This allows an individual who is approached by a stranger attempting to elicit private information (under a pretext such as interest in culture, as in our study) to move their interaction to this public space where she can address his supposed interest without divulging in personal information. This provides a certain amount of visibility of the users’ interactions to the community. When other users view the stranger’s wall, they know that the stranger has been doing this with multiple users and thereby exercise caution in their interactions with him. While such a solution does not eliminate the risk of this kind of attack, it serves as a means for users to support each other and reduce its chances.

Another approach would be to automatically monitor newly created profiles and profiles that have not invested much effort
in the activities of the community (in our case, users with low teacher and user points). If such a user sends messages with similar content to multiple recipients within a short time span, the low credibility level of the user can be highlighted to the recipients, so that they can make an informed decision to exercise caution. However, such a solution must be thoughtfully implemented, as it might result in disproportionate costs for genuine newcomers and thus the community as a whole, since newcomers are crucial for the vitality of online communities (Kraut et al., 2010). It is therefore important to keep perspective of genuine forms of interaction so as to ensure that the solution does not inhibit them.

6.4. Relevance to Facebook research

Unlike the most popular social networks such as Facebook that are better explored in HCl, where ties are mostly between individuals who share some offline element (Boyd and Ellison, 2007), in the social network examined in this study interactions are typically between strangers. In Facebook, users connect with people from different aspects of their lives, including family, friends, schoolmates and co-workers. Thus, the issue of context collapse (Boyd, 2008)—the process by which various kinds of individuals’ ties become grouped together under generic terms such as ‘Friends’—and how users manage the merging of these different contexts is important to understand in sites such as Facebook.

One might argue that in sites such as Livemocha the issue of context collapse is relatively less complex, as users in the social network do not share information with people with different aspects from their lives but rather connect with people for the purpose of language learning and to explore cultures. Nevertheless, reciprocity can be an important factor in information disclosure on Facebook as is on sites such as Livemocha. For example, if a user on Facebook shares her phone number with her friend on a wall post or comment that is visible to a large audience, is her friend likely to feel compelled to share her phone number too on the same thread? While work has examined how users perceive and interpret disclosures (Bazarova, 2012a,b), it would also be interesting to study how they perceive non-disclosures such as the refusal to directly reciprocate. For example, if the above friend does not share her phone number in the wall post, or possibly chooses to rather share her number in a private message, how would the user and the audience to which the wall post is visible perceive this? It would be interesting and fruitful for future work to explore how the processes of reciprocity and context collapse operate together, and perhaps contrast this between online and face-to-face social networks (Kostakos and Venkatanathan, 2010).

7. LIMITATIONS AND FUTURE WORK

A methodological drawback of the study is not that participants were chosen at random from the population of users but rather that participants were self-selected. Therefore, we cannot rule out the presence of a non-response bias in our sample, whereby those users who chose not to correct our exercise or reply to our message might have behaved differently from our observed sample. While the implications for privacy remain unchanged, the extent of reciprocity observed in our results might possibly differ from that of a truly random sample. However, this methodology is more valid in our case than those that rely on self-reported data from users. For example, it might be unrealistic to expect to obtain credible data by asking users questions such as ‘Would you reveal your complete name and date of birth to a stranger in an online social network?’.

On the other hand, our own and others’ recent work in understanding social engineering attacks (e.g. Jagatic et al., 2007) has resorted to using a post-consent technique, to directly observe users. While such naturalistic experiments must be executed with caution and avoided where possible, there is an important case for them in understanding online fraud (Jakobsson et al., 2008). With the increasing sophistication of social engineering attacks (Jagatic et al., 2007) it might be important for researchers to develop and test alternative lab methods, such as role play, to understand online fraud. Nevertheless, because the approach used in this paper offers the most accurate picture, the need to better understand how people interact with computers makes such research worthwhile (Jakobsson et al., 2008).

While discussing privacy aspects, a valid question to ask is whether the personal information used in the study is privacy sensitive within the context of which these disclosures took place. One can argue that information such as full name is easily accessible nowadays, as opposed to a credit card number or a social security number, and hence users’ perceptions of privacy threats might have been low. On the other hand, the Livemocha social network is largely anonymous where users have never met before and typically share no mutual friends or other social support mechanisms that they can use to socially verify each other’s credibility. In such a context, one might expect users to build trust over time and multiple interactions. Hence, it is of concern that such information can be elicited within one or two brief interactions, as was observed in this study. While the findings on reciprocity hold irrespective of the extent to which such information is privacy sensitive within the current context, future work must explore how users behave when it comes to more sensitive information and how far one can take this before the reciprocity effect breaks down.

We also highlight that for the majority of participants we did not verify whether the date of birth they reported was correct. Some users deliberately use fake personal details online to minimize their exposure to fraud, and it is possible that some respondents adopted this strategy when responding to our bait message. It is certainly interesting to investigate further the extent of this behaviour and its consequences.

Finally, we note that our experimental profiles were all Indian males who listed themselves as English speakers and our sample
Academy of Finland and TEKES.

ACKNOWLEDGEMENTS
The authors would like to thank Filipe Quintal and Lucas Pereira for their support over the period of the study.

FUNDING
This work was funded by the Portuguese Foundation for Science and Technology (FCT) grant CMU-PT/SE/0028/2008 (Web Security and Privacy). Additional support was provided by the Academy of Finland and TEKES.

REFERENCES


